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© You Embedding Vectors

make a picture that shows Al in the 1950s and then Al in todays world . Make it realistic, and add

some robots to the picture

Christoph Henkelmann
| DIVISIO GmbH

L

Christoph Henkelmann studied computer
science at the University of Bonn, where he
first became acquainted with artificial
intelligence and machine learning. This topic
has always accompanied him alongside his
work as a developer, software architect and
consultant in the mobile and server sector.

Hmme

Where to use Al. Back then,
now and in the future ?

e You

hvad er forskellen pa opfattelsen af Al i fortiden i nutiden og i fremtiden?

I've created an image that contrasts Al and robotics in the 1950s with their modern counterparts,

complete with the transition from rudimentary machines to today's advanced, humanoid robots ChatGPT

g q Opfattelsen af kunstig intelligens (Al) har udviklet sig markant gennem tiden, fra de tidlige dage af
and sophisticated Al technologies. g gmdlo 9 g gRcad
forskning i Al til nutidens avancerede implementeringer og fremtidige forventninger. Denne

evolution afspejler ikke kun de teknologiske fremskridt, men ogsa sendringer i samfundets

A | . h | . | h | _F DA I_ I_ E 2 forstaelse, forventninger og etiske overvejelser omkring Al. Lad os se naermere pa, hvordan
W It a Itt e e p rO m = opfattelsen har sendret sig:




Vector Database.

With a vector database, we can add knowledge to our Als, like semantic
information retrieval, long-term memory, and more..

. Vector Database

[ .

Vector EmBeoUing

[0.34, 1.2, 0.34, 1.3, ... -0.03,1.14]

Que_m/ Result




Word Embeddings.
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Word Embeddings.

Input Vector
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Understanding the neural network training of Word2Vec model
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Word Embeddings.
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Word Embeddings.

Input Image Reconstructed Image

Encoder Decoder
Latent Space

T Reconstruction Loss

Autoencoder.

8
https://medium.com/@rushikesh.shende/autoencoders-variational-autoencoders-vae-and-% CE % B2-vae-ceba9998773d



Dino Embeddings.

Building a One-Shot Image Classifier

create_embedding(path):
tensor = image_to_tensor(path)
' model(tensor)

: tensor([[0.0000, 0.3474, 0.0079,
0.0000, 0.0418, 0.0000]],
—) (| a0_Tn=<ReshapeAliasBackward0>)

Building a One-Shot Image Classifier

* Given an unknown image,
create its embedding, too.

?

* Calculate distance between

' f unk =
embedding of unknown mm

image and reference -

Image embeddings. embeddings

* The shortest distance wins




head; = Attention(QWS=, KWX VW)

Attention Is All You Need

Word Embeddings. nhipsianiv.orgiansi1706.03762

Scaled Dot-Product h
Attention

Post- -
processing :
——— ———— '
' Text Task
: Prediction | Classifier
, o ; {
& w I ‘ ' Layer Norm
= =
Positior ; > 4 i Feed Forward
Encod Output x
Input Pre- e ; b
processing processing i 12x
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. 3
R o e s s i G_) .
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Transformer architecture L
Text & Position Embed

https://medium.com/@RobinVetsch/nlp-from-word-embedding-to-transformers-76ae124e6281
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Word Embeddings.
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Embeddings.

Visualizing Attention, a
Transformer's Heart
https://youtu.be/eMIx5fFNoYc?
si=kbUINIieAM93NEM2/



Word Embeddings.

American shrew mole

= ] - - [ - i
American shrew mole One| mole|lof|carbon dioxide| |Take a! biopsy of [the| moTe

D o S & | e

One mole of carbon dioxide

American shrew mole One mole of|carbon dioxide| Take a|biopsy of the more

L Lok ) Ll r

Take a biopsy of the mole

Visualizing Attention, a Transformer's
Heart

https://youtu.be/eMIxbfFNoYc?si=k5
UiNieAM93NEM2Z

Vector for "mole” (Same everywhere — so far).



Word Embeddings.

One mole of carbon dioxide
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Eiffel Tower

What to add to a Tower to get

the Eiffel Tower (through attention
mechanism).

Visualizing Attention, a Transformer's
Heart

https://youtu.be/eMIx5fFNoYc?si=k5UiNie
AM9O3NEM2Z
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Word Embeddings.

therefore, the murderer was

}

Visualizing Attention, a Transformer's
Heart

https://youtu.be/eMIxb5fFNoYc?si=kbUiNie
AM93NEM27

Two roads diverged in a wood, and I—

I took the|onelless traveled by,
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MICon Berlin.

Connecting the Dots..

Challenge

Large Language Models

“A language model is a
probabilistic model of a natural
language”

Natural Language Interface
General Knowledge
Challenge of Hallucination
Probabilistic & Unstructured

Jorg Schad
CTO at ArangoDB
San Francisco, California, United States - Contact info

Knowledge Graphs (KGs)
Cons: Pros:
« |mplicit Knowledge « Structural Knowledge
* Hallucination * Accuracy
+ Indecisiveness of ) ° Decisiveness
+ Black-box « Interpretability
+ Lacking Domain- « Domain-specific Knowledge
specific/New Knowledge + Evolving Knowledge
Pros: Cons:

* General Knowledge * Incompleteness
= Language Processing * Lacking Language
+ Generalizability \ J Enderslz::ndmg

= Unseen Facts

Large Language Models (LLMs)

L

Knowledge Graphs

“Network of real-world entities
and relationships between
them”

Domain Specific Knowledge
Structured Information

Access Level
> Semantic Web
o Custom data

Technical level required



S Asking ChatGPT. ..
You .
make a drawing of man interacting with large language model La rge Language MOdelS N the fUture' ..

ChatGPT @ You

vil alle It programmer bruge store sprogmodeller i fremtiden?
17

O
I

ChatGPT

At sige, at alle IT-programmer vil bruge store sprogmodeller i fremtiden, er maske en

t |

overforenkling, men det er klart, at anvendelsen af sprogmodeller bliver stadig mere udbredt i
teknologibranchen. Dette skyldes deres alsidighed, effektivitet og evne til at automatisere en

raekke opgaver, der tidligere kraevede menneskelig intervention. Her er nogle overvejelser om
fremtiden for sprogmodeller i IT-programmer:

ChatGPT
Store sprogmodeller som GPT (Generative Pretrained Transformer) bliver allerede integreret i en
lang raekke IT-programmer og -platforme, og deres anvendelsesomrader forventes kun at vokse i

fremtiden. Her er nogle omrader, hvor store sprogmodeller vil spille en central rolle:
Here's a drawing of a man interacting with a large language model. | hope it captures the essence

of the concept you had in mind! . Automatiseret kundeservice: Ved at anvende sprogmodeller kan virksomheder tilbyde mere

sofistikerede og forstaelige chatbots og virtuelle assistenter, der kan handtere
Tilpasning og kontrol: Ved at have sprogmodellen pa din egen infrastruktur, har du fuld kontrol

kundehenvendelser med sterre ngjagtighed og menneskelighed.
over modellens konfiguration, opdateringer og tilpasning. Dette ger det muligt at finjustere

. Overseettelse og sprogtolkning: Sprogmodeller, der er treenet i multilinguale omgivelser, vil
modellen specifikt til dine behov, hvilket kan forbedre bade ydeevne og ngjagtighed. . . .
fortsaette med at forbedre evnen til at oversaette tekst og tale mellem forskellige sprog, hvilket
ger global kommunikation mere tilgaengelig.
. Uddannelse og lzering: | uddannelsessektoren kan store sprogmodeller tilbyde personlig leering

og vejledning, hjaelpe med at generere uddannelsesmateriale og tilpasse leeringsoplevelser til
individuelle studerendes behov.
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MICon Berlin.
Connecting the Dots..

Is my LLM powerful enough?

e

Task-specific Prompt Engineering
Customization __

[ Model Fine-Tuning J

Jorg Schad
CTO at ArangoDB
San Francisco, California, United States - Contact info

Explicit

wIedge

(Graph) Retrieval
Augmented Generation
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Vector Database.

A vector database is a type of database designed specifically for handling
vector data, which are arrays of numbers representing various features of
data items.

words of a text document (converted to vectors through
techniques like word embeddings), or any other high-
dimensional data. Vector databases are particularly well-
suited for operations such as similarity search, where you
want to find items in the database that are "closest" to a
given query item based on some measure of distance or
similarity in the vector space (e.g., Euclidean distance,
cosine similarity).
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Vector Database.

A vector database is a type of database designed specifically for handling
vector data, which are arrays of numbers representing various features of

data items.

Vector databases are optimized for finding the most
similar vectors to a given query vector quickly, even in
very large datasets. This is crucial for applications like
recommendation systems, where you want to find items
similar to what a user likes, or in Image recognition,
where you want to find images similar to a query image.

vector databases are used in a wide range of applications
including natural language processing (NLP) for tasks like
semantic search

To speed up searches in high-
dimensional vector spaces,
vector databases use
specialized indexing structures
like k-d trees, ball trees, or
approximate nearest neighbor
(ANN) indexing methods. These
structures help to avoid the
‘curse of dimensionality" that
can make searches slow and
inefficient in high-dimensional
spaces.
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Knowledge Graphs.

many definitions of knowledge graphs around, most of
them agree that knowledge graphs are

*Graphs: unlike knowledge bases, the content of KGs is organised as a graph,
where nodes (entities of interest and their types), relationships between and
attributes of the nodes are equally important. This makes it easy to integrate new
datasets and formats and supports exploration by navigating from one part of the
graph to the other through links.

*Semantic: the meaning of the data is encoded for programmatic use in an
ontology, which describes the types of entities in the graph and their
characteristics and can be represented as a schema sub-graph. This means that
the graph is both a place to organise and store data, and to reason what it is
about and derive new information.

*Alive: knowledge graphs are flexible in terms of the types of data and schemas
they can support. They, including their schemas, evolve to reflect changes in the
domain and new data is added to the graph as it becomes available.

https://www.turing.ac.uk/research/interest-groups/knowledge-graphs
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Knowledge Graphs.

many definitions of knowledge graphs around, most of
them agree that knowledge graphs are

Google:
https://blog.google/products/search/introducing-knowledge-graph-things-not/

Amazon:
https://www.amazon.science/blog/building-product-graphs-automatically

Dbpedia:

https://www.dbpedia.org/ Knowledge Graphs

Representing real-world objects

Wikidata: and relationships

- . - . Harmonizes data from multiple
https://www.wikidata.org/wiki/Wikidata:Main_Page sources to a canonical model

Shared Vocabulary/Definitions
Can perform logical inference

Source:
https://www.turing.ac.uk/research/interest-groups/knowledge-graphs
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Knowledge Graphs.

many definitions of knowledge graphs around, most of
them agree that knowledge graphs are

A knowledge graph
represents a network of real-
world entities—such as
objects, events, situations or
concepts—and illustrates the
relationship between them.

Knowledge graphs are often used to
store interlinked descriptions of entities
— objects, events, situations or abstract
concepts — while also encoding the
semantics or relationships underlying
these entities

Wikipedia.



23

Knowledge Graphs.

many definitions of knowledge graphs around, most of
them agree that knowledge graphs are

Google’s Knowledge Graph contains two basic types of data:

1. Entities: Real-world topics like J. R. R. Tolkien, book, “The Lord of
the Rings,” South Africa, or the year 1892

2. Relationships: How different entities connect to each other. For
example, J. R. R. Tolkien /s the author of the book named “The Lord
of the Rings.” Tolkien was born in South Africa in 1892.

Bournemouth

) capital of
South Africa <——— Bjoemfontein

United
The Lord Kingdom
of the Rings

(book)

£
Legolas Fd

cha'acte( 0 &
N - i
of the Rings \
(movie) s Orlando

rred in Bl
oom

Google Knowledge Graph like
a mind map. The nodes
represent entities, and the
edges represent relationships
between them.



Fine tuning your own model.

The Problem

LLMs are (computationally) expensive
10B Parameter Model

( Parametersi(FP16) ) 20GB

GPU Memory

Fine-tune
last Iayer L ? Add something to an
Task-specific o . embedding?
head LoRA explained

https://www.youtube.com/watch?v=u47GtXwePms




LoRA explained

Fine tuning your own model.
Low-Rank Adaptation (LoRA) is a

HIddan Layer Target technique designed to refine and
P ¢ optimise large language models.
|
|
|
|

B € R™"
A € R"™k
rank r « min(d, k)

Wy + AW = W, + BA

o\
r « min(d, k) /
Large Model

h &8 )

' W, + AW = W, + BA

y
d (A

X [ ]

https://www.youtube.com/watch?v=ud47GtXwePms



Why GPU - Speedtest.

@ Test.py

import torch
import time
print(torch.version.cuda)
use_cuda = torch.cuda.is_available()
print(use_cuda)
if use_cuda:
print('__CUDNN VERSION:', torch.backends.cudnn.version())
print('__Number CUDA Devices:', torch.cuda.device_count())
print('__CUDA Device Name:',torch.cuda.get_device_name(0))
print('__CUDA Device Total Memory [GB]:',torch.cuda.get_device_properties(0).total_memory/le9)

print("")

print("Nvidea - Demo af Cuda til presentation 18 April. ")
print("Initialisation of tensors")

#Initialisation of tensors

dim=50000

start_time = time.time()
x=torch.randn(dim,dim)

elapsed_time = time.time() - start_time
print('CPU_time = ',elapsed_timeﬂ

start_time = time.time()

x=torch.randn((dim,dim), device=torch.device("cuda:0"))
elapsed_time = time.time() - start_time

print('GPU_time = ',elapsed_time)

print("Matrix Multiplication")




Why GPU - Speedtest.

Current F
Project Files - & Testpy

« [ C:\Users\venez\PycharmProjects\TestGPU import torch
[0 idea import time

print(torch.version.cuda)

use_cvda = torch.cuda.is_available()

print(use_cuda)

if use_cuda:
print('__CUDNN VERSION:', torch.backends.cudnn.version())
print('__Number CUDA Devices:', torch.cuda.device_count())

> O venv
A Testpy

print('__CUDA Device Name:', torch.cuda.get_device_name(8))
print('__CUDA Device Total Memory [GB]:', torch.cuda.get_device_properties(@).total_memory/le%)

print("")
print(“Nvidea - Demo af Cuda til presentation 18 April. ")

printfiTnitialicatian af +ancanctll
B» Screen Recorder x

x=torch.randn(dim, dim)
elapsed_time = time.time() - start_time
print('CPU_time = ', elapsed_time)

start_time = time.time()

x=torch.randn((dim,dim), device=terch.device("cuda:0"))
elapsed_time = time.time() - start_time

print('GPU_time = ', elapsed_time)

print(“Matrix Multiplication")

[T I P

__CUDA Device Name: NVIDIA GeForce RTX 2868
__CUDA Device Total Memory [GB]: 6.442123264

Nvidea - Demo af Cuda til presentation 18 April.
Initialisation of tensors

CPU_time = B.592207908630371

GPU_time = 0.827845573425293

Matrix Multiplication

CPU_time = 12.51856241%891357

GPU_time = 0.3426342010498047

O]
15

O TestGPU > @ Test.py 14:35 CRLF UTF-8 4spaces Python 3.1 (TestGPU)

Process finished with exit code 8




@ Testpy

inport torch

inport time
print(torch.version.cuda)

use_cuda = torch.cuda.is_available()
print(use_cuda)

if use_cuda:

print('__CUDNN VERSION:', torch.backends.cudnn.version())
print('__Number CUDA Devi . torch.cuda.device_count())
print('__CUDA Device Name:',torch.cuda.get_device_name(0))
print('__CUDA Device Total Memory [68]:',torch.cuda.get_device_properties(0).total_memory/1e9)

)

Why GPU - Speedtest.

elapsed_time time.time() - start_time
print('CPU_time = ',elapsed_time)|

start_time = time.time()

x=torch.randn((dim,dim), device=torch.device("cuda:0"))
elapsed_tine = time.time() - start_time
print('GPU_time = ', elapsed_tine)

print("Matrix Multiplication")

IA Seforce XTI 2048

1 Femory [68]: 4442123044

Nviges - Deeo of Cuda il presantation 18 lpril
Initislisetion af Tensors

CFY_time $.5%22079906 30371

U _tine = D RITRASSTIAIY]

Metry

CPU_tine » (SISL. LAkl

GN_tiee = 4342010498047




Easy ways to run an LLM locally.

Private chat with local GPT with document, images, video.

O Product

H h2oai/h2ogpt  Public

Solutions

<> Code () Issues 216

¥ main ~

@ pseudotensor Merge pull request #1516 from h2oai/llava_multi_image @8

M _github/workflows
M benchmarks

M blog

Open Source

I Pull requests

¥ 353 Branches © 131 Tags

12

Pricing

® Actions [ Projects @ Security |~ Insights

Q Gotofile

38b0ea8 - 4 hours ago

ci: Build wheel after modifying version (#921)
Update download link as github rendering not handling em...

Fix more 6.9 -> 6_9 -- old 6.9 works again after prompter.py ...

https://github.com/h20ai/h2ogpt

Search or jump to...

{> Code ~

9 6,194 Commits

7 months ago
6 months ago

last year

Without adding
your own files, you
can use the
application as a
general chatbot.
Or, you can
upload some
documents and
ask questions
about those files.
Compatible file
formats include
PDF, Excel, CSV,
Word, text,
markdown, and
more

https://www.infoworld.com/article/3705035/5-easy-ways-to-run-an-lim-locally.html



30

L

Pair programming with Al.

PAIR-PROGRAMMING
WITH AI?!

Tools, API's & Frameworks Generative Al & Large Language Models (LLMs)

ML STRATEGY DAY:
LEADING YOUR Al

TEAM TO THE CENTER
STAGE OF YOUR
COMPANY

SPEAKER

Alexander Ebbes
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L

Generative Al.

GENERATIVE Al: TRAPS
AND POTENTIAL
PITFALLS

Generative Al & Large Language Models (LLMs)

Machine Learning Basics & Principles

SPEAKER

%.L

Tom Grogan



Berlin with a little help from DALI - E2
© You © You

lav et billede af berlin med nogle turister i forgrunden samt fernsehturm og muren f4 det til at se mere futuristisk ud - som om at der er noget Al med i billedet

ChatGPT ChatGPT

I've created an image capturing the vibrant atmosphere of Berlin, featuring tourists in the The futuristic depiction of Berlin with Al elements integrated into the cityscape has been
foreground with the iconic Fernsehturm and a segment of the Berlin Wall visible in the recreated. This should capture the essence of your request, featuring advanced technology and a

background. glimpse into a future Berlin.
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Luminar Neo.
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billedbehandling.




° You

What would you say to those who worried about the spread of fake news

ChatGPT about:

ChatGPT The problem with
Addressing concerns about the spread of fake news is crucial in today's digital age, where .
fake news online.

information—and misinformation—can circulate rapidly. Here are some thoughts and strategies

for those worried about this issue:

Verify Sources: Make it a habit to verify the credibility of sources. Reliable sources often have a
long-standing reputation for accuracy, a clear editorial process, and a way to correct mistakes.

Tools and websites that fact-check information can also be invaluable.

Technology and Regulation: Advocate for technological solutions and responsible regulations

that help identify and limit the spread of fake news, while being mindful of protecting freedom of

expression. Social media platforms, for instance, are increasingly using algorithms and human

oversight to flag potentially false information.

Stay Informed about Fact-checking Organizations: Familiarize yourself with and support fact-
checking organizations. These groups work hard to verify information and debunk

misinformation, providing a valuable service in the fight against fake news.




e You

can it be a good idea to show a deepfake video to your colleagues?
174

ChatGPT ChatGPT about:

Using deepfake technology in a professional setting, including showing a deepfake video to Th e p ro b | em

colleagues, is a complex issue that should be approached with caution. Deepfakes use artificial .
. ? <5 i with fake news

intelligence and machine learning to create highly realistic and convincing video and audio

online.

content, making it possible to depict real people saying or doing things they never did. While there
are scenarios where deepfakes could be used ethically and creatively, such as in filmmaking,
education, or satire, their introduction into a workplace environment poses several potential

problems and ethical considerations:

If you're considering using a deepfake for a creative or educational project within your workplace,

here are some steps you might take:

e Ensure Transparency: Make sure the purpose and nature of the deepfake are clear to all
viewers.
e Seek Consent: Obtain explicit permission from anyone whose likeness will be used in the

creation of the deepfake.




Warning about Deepfakes.




THANKYOU

Peter Dueholm Justesen (lektor - peju@eaaa.dk)

Simon Laub (lektor - sila@eaaa.dk)
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